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CONTEXT & OBJECTIVE

• Gap in recommendations for experimental (research) data 

science loads in the cloud

• Potential efficiencies and optimization points

• Hardware architecture

• Software

• Within applications

• Make better use of finite resources 

(time, money, CO2 emissions)



MYTH OF ‘TURN KEY’ COMPUTING
• Growing complexity of options 

• Cloud options scale 1.75x with more systems deployed (Linthicum, 

Forbes 2018)

• Complexity of scale



EVENT DETECTION WITH TWITTER DATA

Topic 3

[('trump', 15797), ('donald', 3496), ('clinton', 1321), ('hillary', 1265), ('supporters', 1119), ('live', 1104), ('wont', 1046), 

('let', 1006), ('trying', 897), ('ice', 864), ('cream', 860), ('eat', 824)]

posted on May 24, 2016, at 2:14 p.m.



TWITTER TO 
SUPPLEMENT PUBLIC 
HEALTH SURVEILLANCE

• Twitter API - #condom = 
#condom* not ”#condom” 

• Parameters: #condom includes
#condomínio if language=all



USING EMOJIS TO 
CLASSIFY TWEETS & PROFILES

Research Plan

1. Compile 6 months of tweets into a database

ETA: 5.5 months!

2. Develop classification rules

3. Create training set

4. Machine learning 

5. Refine criteria

6. Integrate to social media health surveillance

Image source: https://blog.emojipedia.org/unicode-and-the-emoji-gender-gap/

https://blog.emojipedia.org/unicode-and-the-emoji-gender-gap/


‘BIG DATA’ 
CHALLENGES

Streaming data

Ingestion failure

Supporting polystores

Many researchers/teams expect 
SQL

Big data platforms out of reach ($$)



DESIGN & METHOD: 
SPEEDING UP DATA INGESTION

• Classifying tweets → data ingestion refinement

• Start at the beginning

• PostgreSQL database

• Twitter’s developer schema

• Keep obvious improvements

• RAM disk on cloud instance handling ingestion

xe.large

•2 vCPUs

•64GB (32 as RAM 
disk)

Heron Tweet API

m1.medium

•1 vCPU

Tweet pre-
processing

R.1xlarge

•4 vCPUs

•32 GB RAM

Postgres DB



CLOUD SHARED FILESYSTEM TO BLAME?

Writes (with outliers removed) Writes (raw) Reads

Mean 18,799,954 22,726,801.95 544,754,417

STDEV 8,456,525 23,998,263.25 96,574,868

Coefficient of variation 45% 106% 18%



ASSUMPTION CHECK: 
DATA UNIFORMITY & PRE-PROCESSING

• Tweets written to 2.5M 

record files

• Duplicate keys – pre-

processing opportunity?



CONLCUSION: THE KEY IS THE KEY

• Speeding ingestion → No more duplicate keys

• Auto-incrementing integer = 3x quicker

ALTER TABLE ONLY public.tweet ADD CONSTRAINT tweet_id_pk PRIMARY KEY (tweet_id);

CREATE UNIQUE INDEX tweet_id_uindex ON public.tweet USING btree (tweet_id);

CREATE INDEX user_id_uindex ON public.tweet USING btree (user_id);

were replaced by a line that creates a primary key that is an incrementing integer:

ALTER TABLE public.tweet ADD COLUMN unique_id SERIAL PRIMARY KEY
Database Size 

at Start

Minutes to 

process

w/o Tweet ID as 

Primary Key

% Time 

Improvement

36,197,823 67.43 23.04 293%

38,683,405 48.95 19.04 257%

41,169,195 56.62 18.88 300%

43,655,140 52.79 22.78 232%

46,140,396 56.04 17.09 328%

48,626,048 55.44 18.00 308%



‘TIME TO 
SCIENCE’ 
PAIN 
POINTS

Request: Add more GPUs and 
SSDs
Solution: Adjust database schema

Request: Add dedicated SSDs to 
Apache Solr nodes
Solution: Fix Java error in web UI

… still searching for issues to solve 
with cloud architecture solutions!



POWER, MONEY, CO2 SAVED 
FROM SCHEMA TWEAK

• Saved equivalent of burning ~7 kg of coal or

• Charging your cellphone 1,740 times

Primary Key Time (hrs) Compute Cost Storage Power (kW) Power Cost Total Cost Savings kW Saved

Tweet ID 678.7 $433.02 US

€399.72

$42.76 US

€39.47

27.1 $4.76 US

€4.39

$480.54 US

€443.59

Integer 195.5 $124.74 US

€115.15

$12.32 US

€11.37

7.8 $1.37 US

€1.26

$138.44 US

€127.79
$342.11 US

€315.80

19.3



FUTURE 
WORK

Skip SQL databases 
(provide SQL-like UIs)

Amazon S3 
Select - open 
source 
equivalent?

Work through pain points on cloud 
loads for architecture 
recommendations

Study filesystem impact on clouds.
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